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MPICH-G2: An MPI for Grids

In January 1993, researchers from
more than 40 organizations from re-
search laboratories, academia, and
industry formed the Message Passing
Interface Forum. The intention was
to define a set of library interfaces,
with the goal of producing a widely
used standard for message-passing
programs. In June 1994, the forum
published version 1.0 of the Message
Passing Interface (MPI) standard.

As the standard was being de-
veloped, members of the forum at
Argonne National Laboratory and
Mississippi State University began
implementing MPIin alibrary they
called MPICH. Early on, they de-
cided to internally split their library
into two parts: a “top” part includ-
ing everything found in the standard
(e.g., all the MPI functions applica-
tion programs call) and a “bottom”
part comprising a much smaller set
of functions primarily responsible
for transporting data. Functions in
the top part perform all the param-
eter checking and implement some
MPI functions in terms of others (e.g.,
MPI_Bcast implemented in terms of
MPI_Send and MPI_Recv). Functions
in the bottom part focus exclusively
on point-to-point communication.

To define the interaction between the
top and bottom parts of the library,
the MPICH developers created the
Abstract Device Interface (ADI).

The two-layer design and the new
ADI provided a framework in which
the standard could be implemented
quickly. Industrial developers (HP,
SGI, and Intel, to name just a few)
were able to produce their own MPI
libraries by first acquiring the top
portion of the MPICH library, freely
distributed by the MPICH team soon
after the standard was published,
and then concentrating their efforts

on the bottom portion, writing only
those functions defined in the ADI.
This approach allowed vendors to
write significantly fewer functions
compared to all those defined in the
MPI standard. The MPICH design
also allowed vendors to ignore all
the mundane but necessary tasks re-
quired when implementing a library
that is directly callable from appli-
cation programs, and instead focus
their efforts on issues they had pro-
prietary expertise in, namely, the
efficient movement of data on their
systems. The high-performance com-
puting landscape was quickly popu-
lated with MPI implementations
available on many commercial plat-
forms, and MPI applications soon
followed. This early MPICH design
decision, along with the concurrent
development of the library, proved
crucial to the successful adoption of
MPI as a widely used standard for
message-passing programs.

Why a Grid MPI?

Initially all MPI applications were
executed on a single computation-
al resource (e.g., an SMP or clus-
ter), and for many applications a
single resource is sufficient. There
are, however, MPI applications for
which a single computer is not suf-
ficient. Such applications can be
broadly described by two categories.
In the first category are applica-
tions whose memory or computa-
tional requirements exceed the ca-
pacity of even the largest and most
powerful computers. Many scientific
applications fall into this category.
Such applications often simulate real-
world phenomena (e.g., weather, air
flow over helicopter rotors, or even
the collision of black holes) by map-
ping three-dimensional real-world
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space to a computer’s memory. For
example, an application that simu-
lates and predicts weather may se-
lect a region on a map and carve that
space (which includes some vertical
distance into the atmosphere) into
cubes. Each cube stores all the pa-
rameters of interest to the weather
model (e.g., temperature, humidity,
and wind velocity). The number of pa-
rameters within each cube and the to-
tal memory available on the comput-
er dictate how many cubes can fit on
the computer. That number of cubes,
along with the size of the region to be
studied, determines the amount of
three-dimensional real-world space
that each cube represents. Predict-
ing weather for a given region on a
computer with a modest amount of
memory may result in each cube rep-
resenting 100x100x100 miles of real-
world space. Predicting weather for
the same region on a computer with
alarge amount of memory may result
in the same real-world volume being
decomposed into many more cubes,
with each cube representing less real-
world space, say only 10x10x10 miles.
The smaller the physical space each
cube represents, the greater the ac-
curacy of the prediction. Hence, sci-
entists using these applications are
always in search of computers with
Imore memory.

In the second category are ap-
plications that require resources not
found at any single site. Consider the
National Science Foundation Ter-
aGrid, an integrated Grid of comput-
ing resources from academic insti-
tutions across the United States and
interconnected via a dedicated high-
bandwidth optical network. One Ter-
aGrid site has a large data storage
capacity (San Diego Supercomputing
Center, or SDSC), another has alarge
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computing capacity (National Cen-
ter for Supercomputing Applications,
or NCSA), and a third has rare state-
of-the-art visualization equipment
(Argonne). In Grids like these with
separate but integrated resources, ap-
plications can form functional pipe-
lines. That is, a TeraGrid application
can run across these three sites by
initially processing the data at SDSC,
sending a selected subset of the data
to NCSA for more intensive process-
ing that produces visualization data,
and then sending that data to Ar-
gonne for rendering. By their very na-
ture, the applications in this category
require more than one computer.

MPICH-G2: An MPI for Grids

Running an MPI application across
multiple computers — each likely
to involve different administrative
domains and heterogeneous archi-
tectures and networks — presents
numerous challenges. There are is-
sues of security, process manage-
ment, scheduling co-allocation, and
data conversion, to name a few. To
address these challenges, we devel-
oped MPICH-G2, a Grid-enabled MPI
based on the MPICH library from Ar-
gonne and integrated with the Glo-
bus Toolkit™ for Grid management.
The Globus Toolkit is a collection
of software components designed to
support the development of applica-
tions for rids. MPICH-G2 uses Glo-
bus Toolkit services to support effi-
cient and transparent execution in
heterogeneous Grid environments.
The user starts by describing
the resources (e.g., computers), re-
quirements (e.g., number of CPUs),
and other parameters (e.g., location
of application and command argu-
ments) using the Resource Specifi-
cation Language (RSL) to write an
RSL script. Then, before application
startup, the user employs the Grid
Security Infrastructure (GSI) to ob-
tain a (public key) proxy credential
to authenticate to each remote site.

This step provides a single sign-on
capability.

Once authenticated, the user uses
the standard mpirun command to
launch the application. MPICH-G2
uses the Dynamically-Updated Request
Online Coallocator (DUROC), a co-al-
location library, to schedule and start
the application across the various
computers named in the RSL script.
The DUROC library itself uses the
Grid Resource Allocation and Manage-
ment (GRAM) API and protocol to
start and subsequently manage a set
of subcomputations, one for each
computer. For each subcomputation,
DUROC generates a GRAM request
to aremote GRAM server, which au-
thenticates the user, performs local
authorization, and then interacts
with the local scheduler to initiate the
computation. DUROC holds all the
processes at a barrier (hidden in MPI-
CH-G2’s MPI_Init) until all the sub-
computations have started executing,
and then DUROC and MPICH-G2 tie
the various subcomputations togeth-
er into a single MPI computation.

GRAM will, if directed in the RSL
script, use Globus Access to Secondary
Storage (GASS) to stage executable(s)
from remote locations (indicated by
URLs). GASS is also used to direct
standard output and error (stdout
and stderr) streams to the user’s
terminal. Once the application has
started, MPICH-G2 selects the most
efficient communication method pos-
sible between any two processes, us-
ing vendor-supplied MPI if available
or Globus communication (Globus IO)
with Globus Data Conversion (Globus
DC) otherwise.

Other Grid-Related
Enhancements

The functionality described above, in
some sense, represents the minimum
that might be reasonably expected of
any Grid MPI — the ability to secure-
ly start an application across mul-
tiple computers, giving the appear-

ance that the application is running
on a single computer by automatically
selecting the most efficient point-to-
point communication method and
converting data between different
computer architectures (i.e., big endi-
anvs. little endian) where necessary.
In addition to this basic functionality,
MPICH-G2 provides other Grid-relat-
ed enhancements.

After the processes have started,
MPICH-G2 uses information specified
in the RSL script to create multilevel
clustering of the processes based on
the underlying network topology. The
processes are first grouped based on
the sites which they are running, and
then subgroups are formed within
these groups based on the machines
on which they are running. As anil-
lustration, consider an application
running on the TeraGrid, with some
of the processes running on the SDSC
cluster and the remaining processes
distributed across the two Argonne
clusters. MPICH-G2 would partition
the processes into two groups, one
for SDSC and the other for Argonne.
It would then partition the processes
in the Argonne group into two sub-
groups, one for each of the Argonne
clusters. This grouping is done for two
reasons. First, some applications find
it helpful to query MPICH-G2 to dis-
cover this process topology and then
use that information to form com-
municators. Second, and perhaps
more important, MPICH-Gz2 uses this
grouping information in its imple-
mentation of MPIs collective opera-
tions (e.g., MPI_Bcast). Performance
increases significantly when those
operations are implemented in a Grid
network topology-aware manner.

By default, MPICH-G2 uses the
Transmission Control Protocol (TCP)
for intercluster messaging. Howev-
er, we and others have seen that TCP
does not perform efficiently on opti-
cal wide-area networks. The reason
is that the high bandwidth and high

latency sometimes found on these
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networks force TCP to send data in
extremely large buffers in order to
achieve the full bandwidth utiliza-
tion. TCP starts with a modest buffer
size and quickly increases the buffer
(exponentially) to the optimal size.
The difficulty with TCP arises when
it encounters what it interprets to be
a “congestion event” (e.g., a dropped
packet). TCP automatically falls into
“congestion avoidance” mode and
thereafter takes far too long to in-
crease the buffer (only linearly in
congestion avoidance mode) to reach
its optimal buffer size.

To help alleviate this problem,
MPICH-G2 uses the GridFTP proto-
col from the Globus Toolkit. GridFTP
opens multiple TCP streams between
a pair of processes. Data is carved
into pieces on the sending side; these
pieces are sent in parallel down the
many TCP streams and are reassem-
bled on the receiving side. MPICH-
G2 applications can disable TCP and
“turn on” GridFTP between any pair
of processes, and doing so has been
shown to provide increased band-
width utilization when compared
to TCP for large messages sent over
networks with a high bandwidth ca-
pacity and high latency.

Experiences with Grid MPI
Applications

Many groups throughout the world
have used MPICH-G2. Here we men-
tion a few experiences representing
the two application categories pre-
viously described.

MPICH-G2 has been used to
form a functional pipeline between
computers at Argonne, NCSA, and
Amsterdam, using the NetherLight
network and then forming anoth-
er pipeline on the TeraGrid. On the
NetherLight network researchers
in Amsterdam viewed images by re-
motely controlling computations
at Argonne and NCSA, processing
data that was produced by a Ray-
leigh-Taylor simulation at the ASC/

Alliances Center for Astrophysical
Thermonuclear Flashes (Flash Cen-
ter). On the TeraGrid, data stored at
SDSC from simulations of Type 1a
supernovae also done at the Flash
Center was sent to NCSA for pro-
cessing, with results then sent to
Argonne for rendering.

MPICH-G2 has also been used
by conventional (i.e., non-pipelin-
ing) applications in search of more
memory and computing power. Such
applications include MMj5 climate
modeling on the TeraGrid, forming
multivariate geographic clusters to
produce maps of regions of ecological
similarity, studying distributed exe-
cution of a large computational elec-
tromagnetics code, and exploring
automatic partitioning techniques as
applied to finite element codes.

MPICH-G2 was awarded a 2001
Gordon Bell Award for its role in an
astrophysics application involving the
evolution of gravitational waves from
colliding black holes. The winning
team used MPICH-G2 to run across
four supercomputers in California
and Illinois, achieving scaling of 88
percent (1,140 CPUs) and 63 percent
(1,500 CPUs), computing a problem
size five times larger than any other
previous run involving Einstein’s gen-
eral relativity equations.

Future Work

Future work on MPICH-G2 will be
influenced dramatically by two inde-
pendent and major research and de-
velopment efforts. First, the Globus
Alliance is about to release version
4.0 of the Globus Toolkit. This new
toolkit will be based on Web services
and represents a fundamentally dif-
ferent approach to providing Grid
services. Second, the MPICH team is
completing the latest version of the
MPICH library, which will include
the MPI-2 standard. In extending
the library the MPICH team took the
opportunity to re-evaluate the origi-
nal MPICH design and decided to de-
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Resources

MPICH-G2
www.globus.org/mpi

The Globus Toolkit
www.globus.org

MPICH
www.mcs.anl.gov/mpi/mpich

MPI Forum
www.mpi-forum.org

NetherLight
www.surfnet.nl/innovatie/
netherlight

ASC/Alliances Center for

Astrophysical Thermonuclear

Flashes
www.flash.uchicago.edu

velop a completely new implementa-
tion of the MPICH library, including
the MPI-1 functions, and to devise a
new ADI interface.

Accordingly, MPICH-G2 will
have to be modified to respond to
the changes in the Globus Toolkit
and new MPICH to re-achieve its
MPI-1 functionality. In addition,
MPICH-G2 will have to be extended
to include the MPI-2 standard.
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